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Abstract 

The DEHEMS energy monitoring system collects sensor data from households and presents 

analysis and real time data back to end users through a web based interface for the purpose of 

changing behaviour patterns towards energy efficiency. Cycle 2 of the DEHEMS equipment will be 

installed in 250 homes in the UK and Bulgaria with the system described in this document. 

 

Moving on from Cycle 1, in Cycle 2, a new dashboard and sensor network was developed to 

incorporate appliance level metering and multiple sensor inputs from households. 

 

An appendix is included detailing the deployment of local servers for the Bulgarian Living Lab and 

for Hypertable database experiments by UR. UR have written APIs to extend Hypertable’s 

deployment for web based datastore as well as aggregation code. A paper is due to be published 

shortly. The draft is as attached in Appendix 3. 
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Background and Motivations 

The DEHEMS project is using Living Labs as a methodology for research and development for both 

an energy efficiency system and the behavioral effects the system triggers. Cycle 2 will test 

community level feedback and create a set of interactions between end users. As in Cycle 1, it is 

important that the sensor and customer premises equipment be low cost, easy to install and 

compatible across UK and European electrical systems. There were improvements made to the 

installation process and simplification of the home hardware that were put forward as a result of 

Cycle 1 feedback. 

A further iteration of foundational infrastructure has been laid for a technical system that can be 

upgraded over time, following a logical architecture set within Work Package 2. It is important that 

the system is software field upgradable without a service call in order to progress the project’s 

technical deliverables. We have made significant changes to the system design in order to 

dynamically deploy drivers for various types of sensors. 

It is also emerging that there is an interesting role for cloud computing in the way that models are 

applied to sensor data whereby collective intelligence and large computational power are 

available. 

Household Requirements 

It is a precondition that the household has access to the live electricity cable in order that a clamp 

sensor can be placed around it and that the transmitter unit can be located within a 3 foot cable 

length. A second precondition is that the household has a broadband connection with ethernet 

presentation from a modem, router or switch. Normal assumptions are made such that there are 

two mains plug sockets available for powering the equipment. 

Households also have the ability to use appliance level metering and therefore must be able to 

support the physical locating of the appliance pass through plug. 

Customer Premises Hardware 

Hardware has been modified from Cycle 1 using specific feedback to make installation and support 

easier. There was also a need to support appliance level monitoring and a generalised architecture 
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for more sensor inputs. The Current Cost sensor unit is still supported as well as a new clamp 

meter designed and built as a part of the project. The meter increases accuracy and communicates 

directly with the gateway rather than relying on the additional Current Cost display. The data 

collector has stayed with the openWRT enabled embedded router with an Infineon chipset. The 

software that is on the data collector is custom designed for the project. Further serial inputs are 

supported with the new software, namely the Plugwise appliance level metering that utilises 

Zigbee as the local wireless network. 

Code Location 

There is a repository for code located within SVN at http://svn.dehems.org/repos/dehems. A user 

name and password must be granted in order to work with code. Access can be granted from 

Hildebrand Technology Limited contacts. 

System Design 

Cycle 2 implementation is taken from the UML diagram below that defines the high level systems 

architecture. There are still some experimental areas, namely the social networking adaptors and 

ontology services. 

 

Figure 1. UML diagram of the DEHEMS Cycle 2 system 

 

http://svn.dehems.org/repos/dehems
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Third party packages and languages were used for components. These were selected on a 
preferred basis of open source, robustness and fit for purpose. The following list shows the details: 

¶ operating systems: Linux Centos 5.2 (32 bit for application servers, 64 bit for databases), for 
data collector, openWRT rev1112. 

¶ database: MySQL 5.0.45 (64 bit), memcached 1.2.5-2 (64 bit) 

¶ web/application servers: Apache 2.2.3 (32 bit) 

¶ application server language: perl 5.8.8 (32 bit), PHP 5.1.6, ModX 

¶ browser: Firefox 2/3 (preferred), Safari 3, IE 7+ 

¶ ontology services: Java - Jess and runtime Protege components 

¶ embedded operating system: openWRT 

¶  

User Interface Layer 

The end user interface was designed for use in a web browser, with data updating into dynamic 

graphical areas. Flash was used for the dials and other rich controls as it was suggested from Cycle 

1 that Flash would provide a better user experience. Flash was combined with other AJAX 

methods to retrieve data. Two areas were implemented, the Dashboard and the 

User&SystemAdminUI. 

The User&SystemsAdminUI implements registration, password changes, authentication,  

entitlement and profile management. Registration is done by end users without the need for 

administrators to pre-configure hardware on a user by user basis. 

The user interface requirements were given in WP2 and the design input was given from the WP2 

group. 

The dashboard functions implement the end user requirements for showing power and 

comparatives to others in the Living Lab in real time. The dial data is updated every 6 seconds and 

implemented with easing on the dials so that an analogue feeling is created. Other data on the 

page is refreshed on page reload.  

Status information on hardware performance is displayed in the top right with a green indicator 

showing that the data gateway and data sending are occurring. The status lights update every 5-10 

seconds on a change of state. If red indicators are shown, trouble shooting tips are displayed. 
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Figure 2. Individual household dashboard showing power and energy consumption. 
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Figure 3. Timeseries graphs showing household usage compared to other households. The check boxes and 
drop down filter data on dimensions that are similar to your household. 

Business Logic Layer 

Interfaces are supplied by the business logic layer in the form of web services. In the Cycle 2. 

implementation the business logic layer is exposed to the Internet, so that it can be used by 

Javascript and Flash components, the data collector device and public web pages. Some security is 

present, such as specifying valid keys to access household data, which is deemed sufficient for 

Cycle 2. 

Consumption Data Collection 

The sensor data is collected at the household through a small embedded computer shown in 

Appendix 2. The data collector brings the serial stream of XML from the sensor unit and makes an 

HTTP POST to a web service that handles the incoming data. A more detailed description of the 

consumption data collector hardware and the sensor unit can found in Deliverable 3.7. 
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The data collector uses openWRT as an operating system with an application, a serial line reader 

to HTTP client to update data into the central system. The serial line is a USB to RJ-45 connector 

supplied by the sensor meter manufacturer. 

Note the server for the data collector is presently contained in the same perl module as the 

dashboard functions, Data_Dehems.pm. 

Dashboard Functions 

Functions for getting data out of the statistical engine and supplying it in the proper format for 

AJAX display controls is done as a perl module fronted by an Apache web server. This is shown in 

Figure 4. as the data.dehem.org server. More detail around the functions implemented is found in 

subsequent sections. Presently the implementation for dashboard functions and consumption 

data collection are in the same module, Data_Dehems.pm. This is for convenience and can be 

implemented as separate physical implementations. 

User & System Admin 

This is implemented through a separate web server infrastructure that enforces user rights for 

viewing, manages the HTML, CSS and layouts for pages through a PHP content management 

framework called ModX. A HTTP proxy is configured on the server in order for client code 

(Javascripted and Flash UI controls) to fetch data from the same server name that has served the 

URL request, i.e. domain security for client requests. 

Administration of the system is found at: http://www.dehems.org/manager and requires an 

account with administrative privileges to log in.  

http://status.dehems.org/manager
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Figure 4. Physical system diagram for the DEHEMS system 

 

DEHEMS Object Layer 

A thin layer of objects have been created utilising memcached as a distributed in-memory object 

store. The objects are implemented as perl arrays, but can be changed at any time in the future. 

Memcached has some built in features that make it very useful like cache expiry times that 

enforce object freshness, automatic failover and distributed memory usage. Memcached is 

implemented on four servers with 200MB reserved on each.  The expiry is 600 seconds for 

instantaneous values, giving a 10 minute freshness to the data. 

The object layer is a set of data structures that will be described in more detail in the module 

documentation.  

Physical Layer 

A minimum of two Linux servers are utilized for the live DEHEMS system, this is to minimally split 

the load between application and database functions. Load balancing and further partitioning is 

easily implemented given the architecture found in Figure 4.  A duplicate set of servers is available 
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and backups are taken regularly, however, it is the intention to run parallel servers and services 

with different implementations to be able to compare different systems such as persistent 

storage. 

The physical layer effectively has two databases implementing the Energy Usage Database and the 

User & System Database and the set of sensors in the field. As with all layers the physical layer is 

able to be replaced with different technology and several different technologies will be tested 

throughout the project. 

Application Scenarios 

The physical architecture implements basic storage, retrieval and statistical calculations over a 

fairly simple system. As much as possible memcached is used to work with data. This dramatically 

decreases the load on reads from any persistent layer that is implemented. 

The use of in memory data storage is strategically either as a cache that is re-populated from 

persistent data or updated from remote devices. Daily statistics per household and group averages 

(including all households) are updated every 5 seconds, from persistent data if necessary. Data 

from devices occurs every 6 seconds and reflects instantaneous readings, therefore no refill of 

memory from persistent storage is done, we let the next sensor reading populate the memory 

store. 
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Scenario 1. Implemented in Data_Dehems.pm, data is inserted into structured in memory and 
persistent data stores.  
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Scenario 2. Data collector boxes are not configured with a user name and password, that is set by 

end users when they install their equipment. A simple scheme is used that relies on the IP address 

from the data collector box to be the same as found from the browser where configuration is 

completed. The IP addresses being the same, albeit only for this brief period of time, a link 

between a supplied user name, password combination and a MAC address can be made. 

Subsequently, only user name and password are required to access information for a MAC 

address.  
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Scenario 3. Retrieving data for the dashboard is done as JSON 
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Scenario 4. Detailed chart data returned as comma separated values to power the MIT, SIMILE 

time plot. 
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Scenario 5. Constantly running process make_averages.pl cycles through readings contained in 

memcached 
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Module Documentation 
 

Name:  
 Data_Dehems.pm - perl Apache 2 module for data insert 

Description: 
This module implements the data insert into memcached and MySQL. Memcached does not have 
a schema, therefore the key and hashed values are defined in code within this module. The 
module relies on DBI and XML parsers readily available in CPAN and follows common templates 
for perl Apache 2 module creation. 

Memcached keys are: 

MAC MAC address is used as the key for individual households formatted as a 12 
character string e.g. 000E2EE0B827 

AverageX  where X is a string representing a group identifier. 

MAC_day  where the MAC address is used as the key for individual households 
formatted as a 12 character string e.g. 000E2EE0B827 

Average_dayX where the MAC address is used as the key for individual households formatted 
as a 12 character string e.g. 000E2EE0B827 

Frontpage  a single key holding publicly available aggregate information about the entire 
set of households 

Within each key type there is a hash for the value which is a data structure storing data against the 
key. 

MAC keys store a data structure that has the latest time stamp in position 1, followed by 10 data 
slots for values, these are stored as perl arrays. 

AverageX keys store a single integer value representing group average power consumption in 
watts. 

MAC_day keys store minute averaged values of the power for a MAC address, there is a maximum 
of 1440 values present in a perl array. 

Average_dayX keys store minute averaged values of the power for a group defined by string X, 
there is a maximum of 1440 values present in a perl array. 

Frontpage keys store statistics for the whole set of households with the first slot holding the 
minimum household power in watts for the set, the second slot the maximum, the third slot the 
count of households, the fourth the sum of all usage across the set and the fifth the average for 
the whole set.   

Prepared statements are implemented for SQL queries against MySQL. The schema is shown in 
Appendix 1. with the main table implemented as a high volume row store with some tables 
implemented as aggregates around the row store. 

 

Functions:  
get_dash_data.html returns a JSON object with the real time household statistics  
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get_chart_data.html returns a CSV text file of time stamps, minute averages of power 
(watts) for a specified household and group 

get_front_data.html returns the Frontpage data structures as JSON object 

recxml records the inbound XML from the data collector 

get_version simply returns the version number of the module 

working_copies/data_collector is a function exposed to push new software updates to the data 
collector box. 

 

Extension of Hypertable Query Language with Aggregate 
Operations 
 
 
An appendix is included detailing the deployment of local servers for the Bulgarian Living Lab and 

for Hypertable database experiments by UR. UR have written APIs to extend Hypertable’s 

deployment for web based datastore as well as aggregation code. Aggregation code is important, 

because in the current wave of NoSQL databases, they all lack summary functions that make them 

suitable as analysis platforms. The contribution back into the Hypertable code base plus the 

publication of a working paper has the potential to contribute to a considerable number of open 

source database projects on the issues and solutions around aggregation.  A paper is due to be 

published shortly. The draft is as attached in Appendix 3. 

 

Conclusions  

This system has been deployed in over 8 households for more the duration of the test cycle. It has 

been shown that the system is manageable, functional and able to be upgraded while in the field. 

Testing has been done with simulated load to handle well in excess of 1000 households. In order 

to study patterns and behavior all data will be kept at its original resolution for future analysis. 

Future Work 

A very functional and stable system has been delivered and there has been a lot of interest in 

expanding user base to bring benefits to a larger number of people. We have also uncovered some 
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interesting areas to research due to the practical limitations of current technology. These areas 

include: 

• scalability to millions of households, the ability for a centralized system to collect analyze and 

provide data via an Internet based web service 

• security models to enforce privacy, legitimacy of data sources and rights to consume 

• computational languages to take advantage of the tiered data system that has been designed 

Cycle 2 will also bring new challenges in interfacing with control systems, semantic systems and 

non-browser based clients. 

Implications for Other Work packages 

This deliverable affects all work packages as it represents the physical deployment of the project.  

The most relevant implication is for WP7, the Living Labs element and responsible for the roll out 

and management of the equipment within households. 
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Appendix 1: Sensor and Data Collector Installation Guide 
 

 



Grant Agreement number: 224609 

Deliverable D6.2 V3.0 – System Deliverable for Cycle 2 

 

  

22 

 



Grant Agreement number: 224609 

Deliverable D6.2 V3.0 – System Deliverable for Cycle 2 

 

  

23 

 



Grant Agreement number: 224609 

Deliverable D6.2 V3.0 – System Deliverable for Cycle 2 

 

  

24 

Appendix 2: Sensor and Data Collector Images 
 

 

Image 1. New current sensor and transmitter developed with 12-bit analogue to digital convertor and more 
accurate clamp sensor. 
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Image 2. Radio (433 MHz) receiver is now inside of the data gateway which then interfaces with the home 
router to send data to servers through the Internet. 

 

 
Image 3. Circuit board for the data gateway device based on the Infineon processor 

 

 
Image 4. Back of data gateway board showing ports that are available. DC power in, 2x USB ports and 5x 
RJ45 ethernet ports capable of 10/100 Mbps speeds. 
 

 

Image 5. Plugwise pass through plug measuring appliance level usage. 
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Appendix 3: Extension of Hypertable Query Language with Aggregate 
Operations 

 

Extension of Hypertable Query Language with 
Aggregate O perations  

 

Vladi mir Tochev, Milko Marinov, Joshu a Cooper  

 

1. Introduction  
 

One of the goals of DEHEMS [17,20] project is to work with a great number of 
households in order to preserve a vast amount of data while providing a possibility for 
formulating requests to the accumulated data with the purpose of extracting information 
from them. There exist three key moments, having an effect on the problem of data 
storage and processing:  

1) the data model,  

2) the type of requests, and  

3) the amount of data.  

The data processing system should be able to write down data flowing in with high 
intensity, to store vast amounts of measured data values, to provide chronological 
information and to register special requests to data currently stored and filed.  

The data extraction service is a module from a comprehensive web service 
developed by DEHEMS and is part of the raw data processing module (Data Extraction 
Engine). Its purpose is to extract data from the server system in Manchester, to transfer 
them to the cluster in Ruse University (consisting of 4 nodes), to write them down under 
the Hypertable DBMS control [18,19], while expanding the language capacity for requests 
with data aggregation operations (fig. 1). The service has been developed under the 
ReSTful standard [21,22], using advanced innovative technologies. 
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To improve Hyper table DBMS with 

Aggregate Functions

 (COUNT, SUM, AVG, MIN, MAX)
 

 

Fig. 1 Main flows in the data extraction system 

 

2. An overview of  NoSQL databases  
 

In the past, relation databases were used for nearly everything. Because of their 
rich set of features, query capabilities and transaction management they seemed to be fit 
for almost every possible task one could imagine to do with a database. But their feature 
richness is also their flaw, because it makes building distributed RDBMSs very complex. In 
particular it is difficult and not very efficient to make transactions and join operations in a 
distributed system. This is why, there are now some non relational databases with limited 
feature sets and no full ACID (Atomicity, Consistency, Isolation and Durability) support, 
which are more suitable for the usage in a distributed environment. These databases are 
currently called NoSQL databases [1,11].  

The name first suggests that these databases do not support the SQL query 
language and are not relational [2,4]. But it also means ñNot Only SQLò, which is not so 
aggressive against relational databases. This stands for a new paradigm: One database 
technology alone is not fit for everything. Instead it is necessary to have different kinds of 
databases for different demands. NoSQL normally refer to data stores that avoid the 
relational model, they use other data models. NoSQL databases are becoming an 
increasingly important part of the database landscape, and when used appropriately, can 
offer real benefits. 

 

2.1. Relational database limitations  
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A relational database is a set of tables containing data fitted into predefined 
categories. Each table contains one or more data categories in columns. Each row 
contains a unique instance of data for the categories defined by the columns. Users can 
access or reassemble the data in different ways without having to reorganize the database 
tables. Relational databases work best with structured dataðsuch as a set of sales 
figuresðwhich readily fits in well-organized tables. This is not the case with unstructured 
data, such as that found in word processing documents and images. The structure of data 
in a relational database is predefined by the layout of the tables and the fixed names and 
types of the columns. 

 The following limitations of relational database are summarized in [3]: 

ü Scaling.  Users can scale a relational database by running it on a more powerful 
and expensive computer. To scale beyond a certain point, though, it must be distributed 
across multiple servers. Relational databases donôt work easily in a distributed manner 
because joining their tables across a distributed system is difficult. 

ü Complexity . With relational databases, users have to convert all data into tables. 
When the data doesnôt fit easily into a table, the databaseôs structure can be complex, 
difficult, and slow to work with. 

ü SQL . Using SQL is convenient with structured data. However, using the language 
with other types of information is difficult because itôs designed to work with structured, 
relationally organized databases with fixed table information. SQL can entail large 
amounts of complex code and doesnôt work well with modern, agile development. 

ü Large feature set.  Relational databases offer a big feature set and data integrity. 
But database users often donôt need all the features, as well as the cost and complexity 
they add. 
 

2.2. General features and classification  

 

Most NoSQL databases are developed to run on clusters consisting of commodity 
computers and therefore have to be distributed and failure tolerant. To achieve this, they 
have to make different trade-offs regarding the ACID properties, transaction management, 
query capabilities and performance. They are usually designed to fit the requirements of 
most web services and most of them are schema free and bring their own query 
languages. The key benefits are going to emerge around improved data comprehension, 
flexible scaling solutions and productivity. 

NoSQL databases are mostly distributed, and much of the design of NoSQL 
databases revolves around the various difficulties involved in managing a distributed 
database. The data in NoSQL databases is usually replicated between the nodes to 
provide high availability and reliability. Since NoSQL databases donôt support transactions, 
joins or consistency, it should be clear that the application developers must do much more 
infrastructure developement than those working with RDBMS. 

 

The common features of NoSQL data stores are [1,3,4,5]:  

ü Easy to use in conventional load-balanced clusters 
ü Persistent data (not just caches) 
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ü Scale to available memory  
ü Have no fixed schemas and allow schema migration without downtime  
ü Have individual query systems rather than using a standard query language  
ü Are ACID within a node of the cluster and eventually consistent across the 

cluster 
ü Easy replication support 

 

In [9,10] the following general characteristics of the 'Non Relational Databases' are defined: 

1. Logical Data Model.  The NoSQL DBs logically model data using loosely typed 
extensible data schema (Map, Column Family, Document, Graph, Object, Grid 
etc) instead of modeling data in tuples following fixed relational schema. 

2. Data Distribution Model . The NoSQL DBs are designed for horizontal scaling 
through data distribution model across multiple nodes abiding by principles of 
CAP theorem [2].  

3. Data Persistence . The NoSQL DBs can persist data either in disk or memory or 
both; sometimes in pluggable custom stores. 

4. Interfaces . The NoSQL DBs support various 'Non-SQL' interfaces (typically 
more than one) for data access. 

 

These features are graphically depicted in Figure 2. 
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Fig. 2 Three layers classification of NoSQL databases 

 

The CAP Theorem was introduced by Dr. Brewer in a keynote [2] addressing the 

trade-offs in distributed systems. It states that in a distributed data storage system only two 
features out of availability, consistency and partition tolerance can be provided. Availability 
means in this case that clients can always read and write data in a specific period of time. 
A partition tolerant distributed database is failure tolerant against temporal connection 
problems and allows partitions of nodes to be separated. A system that is partition tolerant 
can only provide strong consistency with cutbacks in its availability, because it has to 
ensure that each write operation only finishes if the data is replicated to all necessary 
nodes, which may not always be possible in a distributed environment due to connection 
errors and other temporal hardware failures. Figure 3 shows the relative distribution of the 
databases inside these three dimensions [1, 12]. 
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Fig. 3 Relative distribution of the NoSQL databases in the CAP theorem 

 

One of the primary goals of NoSQL systems is to improve horizontal scalability. To 
scale horizontally, it is necessary strong network partition tolerance which requires giving 
up either consistency or availability. NoSQL systems typically accomplish this by relaxing 
relational abilities and/or loosening transactional semantics. 

Consistent, Available (CA) Systems have trouble with partitions and typically deal 
with it with replication. Consistent, Partition-Tolerant (CP) Systems have trouble with 
availability while keeping data consistent across partitioned nodes. Available, Partition-
Tolerant (AP) Systems achieve "eventual consistency" through replication and verification. 

Compare to the more mature RDBMS, NoSQL DBs have the following fundamental 
limitations:  

1. It calls for a more relaxed data consistency model; 
2. It provides primitive querying and searching capability; 
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Once there are  multiple copies of the same data it is necessary to synchronize them such 
that the client can has a consistent view of the data. There is a number of client 
consistency models: 

1) Strict Consistency (one copy serializability) : This provides the semantics as if there 
is only one copy of data. Any update is observed instantaneously. 

2) Read-your -write consistency:  This allows the client to see his own update 
immediately (and the client can switch server between requests), but not the updates 
made by other clients. 

3) Session consistency:  Provide the read-your-write consistency only when the client is 
issuing the request under the same session scope (which is usually bind to the same 
server). 

4) Monotonic Read Consistency:  This provide the time monotonicity guarantee that the 
client will only see more updated version of the data in future requests. 

5) Eventual Consistency:  This provides the weakness form of guarantee. The client can 
see an inconsistent view as the update are in progress. This model works when 
concurrent access of the same data is very unlikely, and the client need to wait for 
some time if he needs to see his previous update. 

 

 2.3. NoSQL Query Processing  

 

Because NoSQL databases donôt work with SQL, they require manual query 
programming, which can be fast for simple tasks but time-consuming for others. In 
addition, complex query programming for the databases can be difficult. 

SQL has many advantages that the NoSQL products will have to address over time. 
Firstly it is mature, refined and generally meets the expectation of its users. It has a 
coherent full-featured syntax which means that people who produce complex SQL queries 
are likely to balk at being asked to replicate operators like SUM, ORDER BY and GROUP 
in a map-reduce job that they have to create themselves in Javascript. 

Many of the NoSQL DBs are based on the DHT (Distributed Hash Table) model 
[15], which provides a hash table access semantics. To access or modify any object data, 
the client is required to supply the primary key of the object, then the DB will lookup the 
object using an equality match to the supplied key. Although query processing and 
indexing technique is pretty common in RDBMS world, it is seriously lacking in the NoSQL 
world because of the very nature of the "distributed architecture" underlying most of 
NoSQL DBs [13]. 

Some of the NOSQL DBs provide indexing and query processing mechanism within 
the local DB. In this case the query processor broadcasts the query to every node in the 
DHT where a local search will be conducted with results sent back to the query processor 
which aggregates into a single response.  

B+Tree is a common indexing structure using in RDBMS. A distributed version of 
B+Tree can also be used in a DHT environment. The basic idea is to hash the search-able 
attribute to locate the root node of the B+ Tree. The "value" of the root node contains the 
id of its children node. So the client can then issue another DHT lookup call to find the 
children node. Continue this process, the client eventually navigate down to the leaf node, 
where the object id of the matching the search criteria is found. Then the client will issue 
another DHT lookup to extract the actual object [16]. 
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Trie is an alternative data structure, where every path (from the root) contains the 
prefix of the key. Basically, every node in the Trie contains all the data whose key is 
prefixed by it. This mechanism is described in [15]. 

Most of the examined databases have the ability to use MapReduce for 
aggregations tasks such as counting, calculating of averages and other statistic 
calculations. SimpleDB and the App Engine datastore only support counting without 
grouping and do not support any other aggregation functions. 

Aggregations in BigTable, Hypertable and CouchDB can only be implemented with 
the usage of MapReduce functions, but both do this differently. BigTable and Hypertable 
allows to use Google's MapReduce framework on it, which can use BigTable and 
Hypertable as data input source and output target. In contrast to this, CouchDB's 
incremental MapReduce system stores the results of MapReduce tasks as index which is 
incrementally updated whenever a document is written.  

A MapReduce task on something like BigTable might not be well suited for real time 
tasks. That is why the typical use case of non incremental MapReduce is batch 
processing, which can be done periodically. This kind of MapReduce is more suitable for 
large data warehouses, with more complex calculations, which do not require to be always 
up to date. 

 

3. Hypertable DBMS  
 

A column-store stores each attribute in a database table separately, such that 
successive values of that attribute are stored consecutively. This is in contrast to most 
common database systems, ñrow-stores", where values of different attributes from the 
same tuple are stored consecutively (i.e., column-stores store data column-by-column, 
while row-stores store data row-by-row). The following are some cited advantages of 
column-stores [23]: 

ü Improved bandwidth utilization. In a column-store, only those attributes that are 
accessed by a query need to be read off disk (or from memory into cache). In a 
row-store, surrounding attributes also need to be read since an attribute is generally 
smaller than the smallest granularity in which data can be accessed. 

ü Improved data compression. Storing data from the same attribute domain together 
increases locality and thus data compression ratio (especially if the attribute is 
sorted). Bandwidth requirements are further reduced when transferring compressed 
data. 

ü Improved code pipelining. Attribute data can be iterated through directly without 
indirection through a tuple interface. 

ü Improved cache locality. A cache line also tends to be larger than a tuple attribute, 
so cache lines may contain irrelevant surrounding attributes in a row-store. This 
wastes space in the cache and reduces hit rates. 
 

On the other hand, in [23] the main disadvantages of column-stores are considered: 

ü Increased disk seek time. Disk seeks between each block read might be needed as 
multiple columns are read in parallel. However, if large disk pre-fetches are used, 
this cost can be kept small. 
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ü Increased cost of inserts. Column-stores perform poorly for insert queries since 
multiple distinct locations on disk have to be updated for each inserted tuple (one 
for each attribute). This cost can be decreased if inserts are done in bulk. 

ü Increased tuple reconstruction costs. In order for column-stores to offer a 
standards-compliant relational database interface, they must at some point in a 
query plan stitch values from multiple columns together into a row-store style tuple 
to be output from the database. Although this can be done in memory, the CPU cost 
of this operation can be significant. 

 

Hypertable is an open source, high performance, scalable database, modeled after 
Google's Bigtable [19,24,25]. Hypertable is designed to manage the storage and 
processing of information on a large cluster of commodity servers, providing resilience to 
machine and component failures. It stores data in a table, sorted by a primary key. There 
is no typing for data in the cells, all data is stored as uninterpreted byte strings as in 
BigTable [26]. Scaling is achieved by breaking tables in contiguous ranges and splitting 
them up to different physical machines. Data is stored as <key,value> pairs. All revisions 
of the data are stored in Hypertable, so timestamps are an important part of the keys. 

The Hypertable data model consists of a multi-dimensional table of information that 
can be queried using a single primary key. The first dimension of the table is the row key. 
The row key is the primary key and defines the order in which the table data is physically 
stored.  The second dimension is the column family. This dimension is somewhat 
analogous to a traditional database column. The third dimension is the column qualifier. 
Within each column family, there can be a theoretically infinite number of qualified 
instances. The fourth and final dimension is the time dimension. This dimension consists 
of a timestamp that is usually auto assigned by the system and represents the insertion 
time of the cell in nanoseconds since the epoch. 

Access Groups  - Traditional databases are considered to be either row oriented or 
column oriented depending on how data is physically stored. With a row oriented 
database, all the data for a given row is stored contiguously on disk. With a column 
oriented database, all data for a given column is stored contiguously on disk. Access 
groups in Hypertable provide a way to group columns together physically. This is 
essentially a hybrid approach. A row oriented datastore can be simulated by putting all of 
the columns into a single access group. A column oriented datastore can be simulated by 
putting each column into its own access group. 

Hypertable has a lot in common with a typical relational DBMS but also has many 
important differences. Primary differences from a typical database [19]: 

1. Replication: Data stored in Hypertable is automatically replicated across 
machines in the cluster. Capacity and scalability is increased linearly simply by adding 
more servers to the cluster. 

2. ROW Keys: Each "row" within a table is identified by a unique ROW key. The 
ROW key is equivalent to a primary key in most databases. It is not necessary to declare 
the ROW key when creating a table since all tables automatically have a ROW key. 

    3. No Secondary Indexes: In Hypertable, only the ROW key is indexed. As a result, 
queries with constraints on columns other than the ROW key are not efficient.  

4. Sparse Cell Storage: Each cell in a table can be written individually and is not 
dependent on the presence of other cells within a row.  
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5. Cell Versioning: Hypertable can maintain multiple revisions of a cell. Each time 
the cell is written, the older revision are kept around and can be retrieved at any time. 

6. No Transactions (yet):  

7. Flexible Schema: Through the use of column qualifiers, data can be stored in 
cells that are not explicitly declared at table creation. Column qualifiers can be used on 
any column in the table definition.  

8. Single-table Operations: Hypertable does not support JOINs between tables. All 
operations are confined to a single table. As a result, Hypertable does not have the notion 
of a foreign key. 

9. No Types: Hypertable cells do not have types. All data stored in Hypertable are 
strings. 

10. No Aggregate Operations in the Hypertable Query Language: The HQL allows 
to create, modify, and query tables and invoke adminstrative commands. 

 

4. DEHEMS Hypertable Query Language  
 

The dhqli  command shell interpreter is an extension of the standard Hypertable 
interpreter and implements DHQL (Dehems Hypertable Query Language), which is an 
extension of the standard HQL. DHQL syntax allows queries with aggregate operations to 
be formed. The standard Hypertable Query Language (HQL) allows the user to create and 
modify tables, to query them, and to execute administrative commands.  It implements the 
following commands [19]: 

 

ü ALTER TABLE - Add and remove columns from a table 

ü CREATE NAMESPACE - Create a namespace 

ü CREATE TABLE - Create a table 

ü DELETE - Delete a row or columns from a specific row of a table 

ü DESCRIBE TABLE - Show the table schema 

ü DROP NAMESPACE - Drop a namespace 

ü DROP TABLE - Remove a table 

ü DUMP TABLE - Create efficient backup 

ü GET LISTING  - Display all existing namespaces and table names 

ü INSERT - Insert data into a table 

ü LOAD DATA INFILE  - Bulk insert data into a table 

ü RENAME TABLE - Rename a table 

ü SELECT - Query a table 

ü SELECT CELLS - Query a table and filter by value 

ü SHOW CREATE TABLE - Show the CREATE TABLE command used to create a 

table 
ü SHOW TABLES - Display all existing table names 

ü SHUTDOWN - Gracefully shutdown the Hypertable service 

ü USE - Use a namespace 
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In order the DHQL to give the ability of aggregate operations, the SELECT statement 
with the Extended Backus-Naur form depicted in figure 4 had been modified in the 
Extended Backus-Naur form (DHQL SELECT statement) depicted in figure 5: 

 

Fig. 4 EBNF of HQL SELECT statement 

SELECT ('*' | (column_predicate [',' column_predicate]*))  

  FROM table_name  

  [where_clause]  

  [options_spec]  

 

where_clause:  

    WHERE where_predicate [AND where_predicate ...]  

 

where_predicate:  

  cell_predicate  

  | row_predi cate  

  | timestamp_predicate  

 

relop: '=' | '<' | '<=' | '>' | '>=' | '=^'  

 

column_predicate  

  = column_family  

  | column_family ':' column_qualifer  

  | column_family ':' '/' column_qualifier_regexp '/'  

 

cell_spec: row ',' column  

 

cell_predicate:  

  [cell_sp ec relop] CELL relop cell_spec  

  | '(' [cell_spec relop] CELL relop cell_spec  

        (OR [cell_spec relop] CELL relop cell_spec)* ')'  

 

row_predicate:  

  [row_key relop] ROW relop row_key  

  | '(' [row_key relop] ROW relop row_key  

          (OR [row_key relo p] ROW relop row_key)* ')'  

  | ROW REGEXP '"'row_regexp'"'  

 

timestamp_predicate:  

  [timestamp relop] TIMESTAMP relop timestamp  

 

options_spec:  

  (REVS revision_count  

  | LIMIT row_count  

  | CELL_LIMIT max_cells_per_cf  

  | INTO FILE [file_location]filename[. gz]  

  | DISPLAY_TIMESTAMPS  

  | KEYS_ONLY 

  | NO_ESCAPE 

  | RETURN_DELETES)*  

 

timestamp:  

  'YYYY - MM- DD HH:MM:SS[.nanoseconds]'  

 

file_location:  

  "dfs://" | "file://"  
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Fig. 5 EBNF of DEHEMS HQL SELECT statement 

 

SELECT ('*'  

        |( aggregat e_predicate  [',' aggregat e_predicate ]*   

        | column_pr edicate  [',' aggregat e_predicate  

                                |column_predicate]* ))  

  FROM table_name  

  [where_clause]  

  [group_by_clause]  

  [options_spec]  

 

where_clause:  

    WHERE where_predicate [AND where_predicate ...]  

 

where_predicate:  

  cell_pred icate  

  | row_predicate  

  | timestamp_predicate  

 

group_by_clause:  

  GROUP BY group_by_predicate [',' group_by_predicate]*  

 

group_by_predicate:  

  ROW 

  | TIMESTAMP  

  | column_family_name   

 

aggregate_ predicate  :  

  SUM '(' ( '*'|  column_family  [ ' : ' column_qual ifier]) ','aggregate_type ')'  

| MIN '(' ( '*'|  column_family  [ ' : ' column_qualifier]) ','aggregate_type ')'  

| MAX '(' ( '*'|  column_family  [ ' : ' column_qualifier]) ','aggregate_type ')'                

| AVG  '(' ( '*'|  column_family  [ ' : ' column_qualifier]) ','aggregat e_type ')'        

| COUNT'(' ( '*'| column_family  [ ' : ' column_qualifier]) ','aggregate_type ')'  

 

aggregate_type :  

  INT | UINT | LONG | ULONG | FLOAT | DOUBLE  | ALL  

 

relop: '=' | '<' | '<=' | '>' | '>=' | '=^'  

 

ééééééééééééééééééééééééééééééééééé. 

ééééééééééééééééééééééééééééééééééé. 

 

options_spec:  

  (REVS revision_count  

  | LIMIT row_count  

  | CELL_LIMIT max_cells_per_cf  

  | INTO FILE [file_location]filename[.gz]  

  | DISPLAY_TIMESTAMPS  

  | KEYS_ONLY 

  | NO_ESCAPE 

  | RETURN_DELETES 

  | TIME_RESOLUTION  '=' num ber ['w' | 'd' | 'h' | 'm' | 's' | 'u' | 'n']  
  | AGG_OUTPUT_TYPE  '=' 'JSON' | 'TSV' | 'CSV' )*  
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Aggregate functions SUM, MIN, MAX, COUNT, and AVG are added. Each of them 
takes two parameters ï the column name or * for all columns (column qualifiers allowed) 
and the type of the data in the column (because the data in Hypertable is stored as 
uninterpreted byte strings). INT, UINT, LONG, ULONG, FLOAT, DOUBLE and ALL (this 
type can be applied only with COUNT) can be used to do the process of aggregation. The 
number of the aggregations in one query is unlimited. The aggregating can be performed 
in groups by certain criteria ï row key, timestamp, column (or column: qualifier) or time 
periods (from nanoseconds to weeks). The criteria can be combined. 

 

5. Implementation of DHQL Interpreter  
 

The query processing implementation uses the Spirit interpreter, which is a part 
from the Boost C++ library [27] and consists of four parts ï lexical analyzer, scanner, 
match module and semantic action module (figure 6). 

 

 

 

Fig. 6 The structure of Spirit interpreter 

 

Central to the framework is the parser. The parser does the actual work of 
recognizing a linear input stream of data read sequentially from start to end by the 
scanner. The parser attempts to match the input following a well-defined set of 
specifications known as grammar rules. The parser reports the success or failure to its 
client through a match object. When successful, the parser calls a client-supplied semantic 
action. Finally, the semantic action extracts structural information depending on the data 
passed by the parser and the hierarchical context of the parser it is attached to. 

Parsers come in different flavors. The Spirit framework comes bundled with an 
extensive set of pre-defined parsers that perform various parsing tasks from the trivial to 
the complex. The parser, as a concept, has a public conceptual interface contract. 
Following the contract, anyone can write a conforming parser that will play along well with 
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the framework's predefined components. We shall provide a blueprint detailing the 
conceptual interface of the parser later. 

Spirit parsers fall into two categories: primitives and composites. These two 
categories are more or less synonymous to terminals and non-terminals in parsing lingo. 
Primitives are non-decomposable atomic units. Composites on the other hand are parsers 
that are composed of other parsers which can in turn be a primitive or another composite. 
To illustrate, consider the following Spirit expression: 

real_p >> *(',' >> real_p)  

 

The expression above corresponds to the parse tree depicted in figure 7. 

 

 

 

Fig. 7 The Spirit expression parse tree 

 

The parse tree is represented as a composite structure, which contains recursively 
the rest of the composites and the primitives (figure 8). 
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Fig. 8 The composite structure of parse tree 

 

Like the parser, the scanner is also an abstract concept. The task of the scanner is 
to feed the sequential input data stream to the parser. The scanner is composed of two 
STL conforming forward iterators, first and last, where first is held by reference and last, by 
value. The first iterator is held by reference to allow re-positioning by the parser. 

The primary function of the match object is to report parsing success (or failure) 
back to the parser's caller; i.e., it evaluates to true if the parse function is successful, false 
otherwise. If the parse is successful, the match object may also be queried to report the 
number of characters matched. 

The user parsers can be defined by their own grammar, which has a syntax, closer 
to the EBNF. 

The DHQL interpreter has the same conceptual model, as the Hypertable Query 
Language interpreter (figure 9): 
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Fig.9 High level class diagram of DHQL interpreter and Hypertable DBMS 

 

The interpreter creates and uses an instance of the Dhql::Parser  class, which is 
basically the same as the Hql::Parser  class. The DhqlCommandInterpreter  class is used 
from the CommandShell  class to process the parsed query. The CommandCallback  
instance holds a reference to the command interpreter and user methods that correspond 
to the events, triggered by the interpreter (on return, on progress, on finish, etc.). 

The both objects of the DhqlInterpreter  and DhqlCommandInterpreter  classes 
hold reference to the Hypertable  client object, which is used for multiple purposes, such 
as connection to the DBMS, management of the namespaces, etc. The client class uses 
objects from numerous classes from the Hypertable namespace, like 
ConnectionManager  (builds and maintains TCP connections), RangeLocator  (finds the 
range server, which contains the proper cell, identified by row key), Comm  (provides 
communication services via message exchange), Mutex  (provides synchronization 
means), MasterClient  (provides access to the Master service), etc. 

The DhqlParser  class inherits the public interface of the Spirit grammar and defines 
an inner structure named definition, in which all the rules, of which the grammar consists, 
are described. 

 The detailed class diagram of DHQL interpreter implementation is depicted in figure 
10. 
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Fig.10 Detailed class diagram of DHQL interpreter 

 

The structure definition  implements the interface method start (), in which the 
translation is being done. If the translation of the input sentence is successful, then the 
user callback functors, associated to the rules, are being applied. Each one of these over 
80 functors stores the result of its actions in the two state structures ï Dhql::ScanState  
and Dhql::ParserState . The translation is being accomplished in the already described 
algorithm. 

The aggregation of the scanned cells is implemented in the aggregator  class (fig. 
11), which provides two overloaded interface methods ï one for accumulating data, one 
for printing the results. 
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The instance of the aggregator is a member-field in the Dhql::ParserState  class, which 
serves for storing the current state of the translation process. The aggregator receives the 
cell, extracted from the table scanner, via reference, then gets the data in it and places it 
according its primary key and its timestamp in the appropriate aggregating primitives. The 
aggregating primitives are represented as specialized template accumulator structures, 
implementing the different aggregating algorithms ï AVG, MAX, MIN, SUM and COUNT 
with a template parameter ï the type of aggregation ï INT, UINT, LONG, ULONG, FLOAT, 
DOUBLE and ALL. 

 

 

Fig.11 Implementation of aggregate operations 

 

 

Because one aggregating operation may consists of lots of sub aggregations 
(respectively of lots of primitives), like in the case of aggregating by timestamp with time 
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resolution, a more sophisticated structure, in which the elemental aggregators to be 
placed, is needed. This container is implemented as a STL map, with a key type consisting 
of aggregating type, data type, column and qualifier name(if there is one), and value type ï 
another map, with a key type ï primary key, timestamp and column key, and value type ï 
elemental accumulator. In order the performance to be increased, another composite map 
is added, containing other maps with virtual constructors for the different types of 
primitives. In this way, the time of finding the appropriate primitive constructor is equal 
twice the time of execution of the operator [](). 

As in Hypertable, the smallest unit is not a tuple, but a cell, assembling means are 
needed, which allow rows, defined by row key and timestamp to be put together from the 
cells, in order aggregating by outer column (different from row key and timestamp) to be 
achieved. For this purpose, the assemble_table  class has been developed, and its 
instance is used in the aggregator  class (figure 12): 
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Fig.12 Implementation of rows assembling 

 

When the aggregator initializes the assemble table, it passes a list of key columns 
and a list of the data columns, that form together the needed part of the row, to the table. 
The table class provides two interface functions ï place() ï which adds new cell in the 
table and next() ï which returns data from the assembled rows, if there are such. The main 
structure in this class is a map with key, composed of timestamp and primary key, and 
value ï pair with first element ï the grouping columns and second element ï the 
aggregated columns, as the two elements are contain flags, indicating the status of the 
cells, which are necessary for the correct work of the both assembling and the extracting 
algorithms of the two interface functions. 
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The count of the possible grouping strategies is eight and exactly one of them is 
used for each aggregate query, which is being chosen before the beginning of the 
operation, depending on the query parameters (figure 13). 

 

 

 

Fig.12 Class diagram of aggregate strategies 

 

 

6. General structure and examples of data extraction queries  
 

The Web based data extraction queries have the following ReSTfull format: 
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Here are some examples of data extraction queries: 

 

 

http ://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=COUNT&a_column=ch1_watts&type=LONG&output=CSV  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=COUNT&a_column=ch1_watts&type=LONG&g_column=ROW&output=TSV  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=COUNT&a_column=ch1_watts&type=LONG&g_column=TIMESTAMP&t_period=3h&  

resolution=5m&output=JSON  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=COUNT&a_column=appliance1_watts&type=LONG&g_column=TIMESTAMP&t_period=3h&  

http ://< ip _address >wsgi _select ?query  

 where 

query::=" agg ","=",agg_value,"&"," a_column ","=", column,   

 [":",qualifier],"&"," type ","=",type_value,  

[ "&"," agg ", "=",agg_value,"&"," a_column ","=",column,  

[':', qualifier], "&", " type ", "=", type_value ]*,  

[ "&", " t_period ", "=", t_period_value ],  

[ "&", " g_column ", "=", "ROW" | "TIMESTAMP" | column ]*,  

[ "&", " house_id ", "=", row_id ]*,  

[ "&", " output ", "=", "JSON" |  "TSV" | "CSV" ],  

[ "&", " resolution ", "=", resolution_value ]  

 

agg_value  ::= "SUM" | "MIN" | "MAX" | "AVG" | "COUNT"  

type_value  ::= "INT"|"UINT"|"LONG"|"ULONG"|"FLOAT"|"DOUBLE"  

t_period_value  ::= number, "w" | "d" | "h" | "m"  

resolution_value ::=number"w"| "d"|"h"|"m"|"s"|"ms"|"us"|"ns"  

http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
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resolution=5m&output=JSON  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=COUNT&a_column=ch1_watts& type=LONG&house_id=001F1F3A8A28&g_column=TIMESTAMP&

t_period=1h&resolution=5m&output=TSV  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=AVG&a_column=ch1_watts&type=FLOAT&g_column=ROW&output=TSV  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=AVG&a_column=ch1_watts&type=FLOAT&g_column=TIMESTAMP&output=TSV  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=AVG&a_column=ch1_watts&type=FLOAT&g_column=ROW&t_period=1h&output=TSV  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=AVG&a_column=ch1_watts&type=FLOAT&house_id=001F1F3A8A28&g_column=TIMESTAMP&  

t_period =2h&output=TSV&resolution=1h  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=AVG&a_column=appliance1_watts&type=FLOAT&house_id=001F1F3A8A28&  

g_column=TIMESTAMP&t_period=2h&output=CSV&resolution=5m  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=AVG&a_column=ch1_watts&type=FLOAT&house_id=001F1F3A4772&g_column=TIMESTAMP&  

t_period=2h&output=CSV&resolution=2m  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=SUM&a_column=ch1_watts&type=LONG&output=JSON  

 

http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
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http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=SUM&a_column=ch1_watts&type=LONG&g_column=ROW&output=TSV  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=SUM&a_column=ch1_watts&type=LONG&g_column=ROW&t_period=1h&output=TSV  

 

http://node -0.uni -ruse.bg/wsgi _select2 ? 

agg=SUM&a_column=ch1_watts&type=LONG&g_column=TIMESTAMP&output=JSON  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=SUM&a_column=ch1_watts&type=LONG&house_id=001F1F3A8A28&g_column=TIMESTAMP&  

t _period=2h&output=CSV  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=SUM&a_column=ch1_watts&type=LONG&agg=AVG&a_column=ch1_watts&type=FLOAT&  

house_id=001F1F3A8A28&t_period=2h&output=CSV&resolution=1h  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=SUM&a_column=ch1_watts&type=LONG&agg=COUNT&a_column=ch1_watts&type=LONG&  

agg=AVG&a_column=ch1_watts&type=FLOAT&house_id=001F1F3A8A28&t_period=2h&  

output=CSV  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=MIN&a_column=ch1_watts&type=INT&house_id=001F1F3A8A28&t_period=2h&  

g_column=TIMESTAMP&output=TSV&resolution=5m  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=MIN&a_column=ch1_watts&type=LONG&g_column=ROW&t_period=2h&output=JSON  

 

http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
http://node-0.uni-ruse.bg/wsgi_select2
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http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=MAX&a_column=ch1_watts&type= INT&house_id=001F1F3A8A28&t_period=2h&  

g_column=TIMESTAMP&output=TSV&resolution=5m  

 

http://node -0.uni -ruse.bg/wsgi_select2 ? 

agg=MAX&a_column=ch1_watts&type=LONG&g_column=ROW&t_period=2h&output=JSON  

 

7. Conclusion  
 

The emerging popularity of NoSQL databases for the storage of large data sets, such as 
web logs and sensor readings has relied on Map Reduce and other external 
summarization methods. These aggregation and summarization methods do not persist 
results and are communications heavy in their approach. They also do not have easy to 
use query semantics that are either descriptive or portable. What is clear, is that more and 
more time stamped data is being collected on the Internet where analysis is required. 

 

Our approach has been to establish a query language that is fit for purpose, matched with 
performance benefits of having aggregation persisted and local. Weôve contributed 
discussion, models, syntax and code to the Hypertable community for inclusion in the 
Hypertable code base. 

 

 

 

http://node-0.uni-ruse.bg/wsgi_select2
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